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This article explores the elements of Big Data such as the increasing
production of machine readable data, tools for its storage and techniques for
its analysis. The implications of Big Data for different sectors are discussed.
The implications for information managers are approached from two angles:
first, the emergence of new roles such as data librarian; secondly, the
applications of Big Data capabilities to information management issues. It
ends with six recommendations for readers.

THE HYPE STARTS HERE

There are certain buzzwords each year. You have probably been asked what your “mobility” strategy
is – ie what are you doing about smartphones and tablets? Do you have an iPhone app yet? You may
still get asked about social media/collaboration/Something 2.0 – although it is now somewhat “last
decade”. However the current king of buzz terms being bandied about is “Big Data”.

As with many buzz terms, there is some disagreement as to what it refers to. So let us begin by
stating that Big Data is not one “thing”, a product to be bought off the shelf, rather it is a way of
labelling the changes in data production, collection and management that we are currently
experiencing. Some of those who use it are simply dressing up their old activities in fashionable
clothing. Some are peddling tools that do not work. However, amid the hype, there are tools,
techniques and opportunities that information workers need to understand. This article aims to break
down the topic into digestible chunks and explain what these mean for information management
professionals.

THE EXHAUSTING DATA EXHAUST

The first point to be made concerns the increasing volume of computer-processable data that our
activities produce. IDC estimate that in 2011, humans produced 1.8 zettabytes or 1.8 trillion gigabytes
or the rough equivalent of a laptop hard drive (1 terabyte) of data for everyone using the internet. This
figure had increased ninefold over the previous five years and is set to increase to 7.9 zettabytes by
2015.1 Where is all this data coming from?

Increasingly it is less the data that we as users consciously create and more the data that is the
by-product of our lives – not just our credit card transactions and phone calls but the data continually
transmitted by our smart phones and by our interactions with websites. This data is high-definition
video and audio as well as text. These devices generate what has been called our data exhaust or
digital shadow.

And much of this activity is now independent of humans. An ever-growing number of sensors
globally are connected to the internet. Cisco claims that the number of “things” connected to the
internet overtook the number of people on the planet sometime in 2008.2 These “things” include
radio-frequency identification (RFID) chips. For example, there are more cattle than people in
Australia and they are all tagged with RFID chips as part of the National Livestock Identification
System (NLIS) generating data whenever they are moved between locations.
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This data world is characterised by the 3Vs – Volume, Velocity and Variety3 that overwhelm
traditional data management approaches.

DATA MANAGEMENT: CHEAP AS (SILICON) CHIPS

The production of data is one thing; however, data must also be stored and managed. Historically,
much data has been discarded because the cost of keeping it was higher than its perceived value. The
price of data storage and management has dropped at the same time as new analytical tools have
promised to unlock more value from these data sources. In other words, both the cost and the benefit
elements of the cost-benefit equation for data management have shifted.

One technology that is now almost synonymous with Big Data is Hadoop. Hadoop is an open
source project that has its origins at Google. As its core business is indexing the web, Google
obviously has to manage large volumes of data. Traditionally, that would have been done using
expensive servers and relational database software. Google developed software that split large
volumes of data across multiple, cheaper servers and allowed for its retrieval and manipulation. The
process has not stopped here. New tools now focus on real-time and ad-hoc analysis of data and the
analysis of important but non-traditional data structures.4

START MAKING SENSE: DATA ANALYSIS AND VISUALISATION

Obviously, the benefit element of the data cost-benefit equation comes from execution and insight.
Execution asks “how does data allow us to do what we do?” Insight asks “how does data allow us to
do what we do better?” Organisations that can develop effective analytical capabilities and deploy the
insights that they generate can gain a competitive advantage.5 The promise of Big Data is that new
sources of data can offer new sources of insight. One component of this capability is technology.
Analytical tools are improving. As mentioned previously, the focus is moving from the analysis of
historical trends to real-time analytics. And new kinds of analysis can be undertaken. Textual analytics
tools are becoming both more reliable and more affordable. Collections of textual, audio and video
data are increasingly amenable to analysis.

However, analytical capability is about more than just the technology. While in the future
machines may be able to handle everything, for now we need people who can ask the right questions
and generate usable answers from the data. These people need a mix of technology skills (to manage
the data), statistical knowledge (to ask the questions and then interpret the answers) and business nous
(to ensure that action is taken). This new role is often called “data scientist” – and some might even
claim that it is the sexiest job of the 21st century.6 McKinsey identifies a significant talent gap in this
area over the next five years.7

It should also be noted that data scientists have to persuade non-data scientists as to the validity of
their insights. Given that many people are more comfortable with pictures than with numbers, data
visualisation tools (such as Tableau or Qlikview) that turn numbers into pictures play an important
role. Data visualisation techniques are the front end or public view of all this data crunching but,
again, this is as much about human skills as it is software. Historically, information professionals have
not valued visual design skills – but the future may be different.

3 Laney D, “Deja VVVu: Others Claiming Gartner’s Construct for Big Data” (14 January 2012),
http://blogs.gartner.com/doug-laney/deja-vvvue-others-claiming-gartners-volume-velocity-variety-construct-for-big-data.

4 Miller M, “Why the Days are Numbered for Hadoop as we Know it” (7 July 2012),
http://gigaom.com/cloud/why-the-days-are-numbered-for-hadoop-as-we-know-it.

5 Davenport T and Harris JG, Competing on Analytics: The New Science of Winning (Harvard Business School Press, 2007);
Davenport T, Harris JG and Morison R, Analytics At Work: Smarter Decisions, Better Results (Harvard Business Review Press,
2010).

6 Davenport T and Patil DJ, “Data Scientist: The Sexiest Job of the 21st Century”, Harvard Business Review (October 2012),
http://hbr.org/2012/10/data-scientist-the-sexiest-job-of-the-21st-century/ar/1.

7 Manyika J et al, Big Data: The Next Frontier for Innovation, Competition, and Productivity (McKinsey, 2011),
http://www.mckinsey.com/insights/mgi/research/technology_and_innovation/big_data_the_next_frontier_for_innovation.
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THE IMPACT OF BIG DATA

Given that Big Data is an amorphous set of concepts, its (or rather their) implications vary across
sectors.8

Technology companies work at the leading edge of Big Data. Google’s business is built around
the processing of vast quantities of data on behalf of the users of its services. Facebook’s business
model is based on the sale of its users’ data to advertisers. Apple’s devices are producing much of this
data. Amazon is more than just a book retailer, it is a market leader in cloud hosting services. It is not
just the established players.

Start-ups are bringing new approaches to market. Kaggle runs data competitions – where
institutions post data-oriented challenges, often with a predictive modelling element, and significant
cash prizes attached. Teams around the world then compete to create the best solution to the challenge.
Allstate, an insurance company, was able to get a 271% improvement in predicting human bodily
injury liability from the characteristics of the insured vehicles.

Academic researchers have long been producers of data in both the natural and social sciences.
The increased volumes of data and new analytical tools offer new ways of empirically measuring and
testing theories. At the same time, researchers have not traditionally made the raw data of their
observations available. Now there are the means to do so and calls from funders and stakeholders to
do so. Some believe this will lead to more rigorous testing and new insights but not everyone is keen.
Tools such as biomedical text mining offer better use of the research already published.

Government is also a long-term producer (or rather collector) of data – “statistics” originally
meant “science of the state” and emerged in the nation-building programs of 19th century nation
states. Locally, the Australian Government 2.0 Taskforce devoted a chapter to managing Public Sector
Information (PSI) as a national resource.9 The Australian government broadly agreed with the
recommendations made10 and initiatives such as data.gov.au are under development.

Private sector organisations are more secretive in terms of their usage of Big Data techniques (as
we shall see in the following section). Consumer-focused organisations (eg retailers, financial
services) want insight into the behaviour of their customers. Manufacturers want the opportunity to
increase the efficiency of production and logistics routines. Mining companies want to be able to
identify new mineral deposits and the most efficient ways of extracting them. It is difficult to find an
industry where data does not play some role.

A PREGNANT APPLAUSE: THIS YEAR’S BIG DATA STORY

With most technology disruptors, there are certain stories that are told again and again. They become
emblematic. This is the current story being told around Big Data. Target is a large US retailer. It had
a problem. Consumers form an attachment to a retailer in certain product categories and habitually
continue with it for years. However, at certain points in their lives, consumers are more open to
changing their shopping habits. The birth of a child is one such moment. The challenge for retailers is
to identify when their customers are pregnant and to entice the mothers-to-be into increasing the
portion of their shopping lists devoted to that retailer. The retailer has one amazing source of data
here: the purchases recorded via their loyalty card scheme. Target’s data scientists identified
35 indicators of pregnancy (eg switching from scented to unscented lotions). They then sent out
discount brochures that included pregnancy-related products to customers that were found to be highly
likely to be pregnant. Target had to ensure that not too many pregnancy references were made because
that could unnerve their customers (“how do they know this?”). Apparently, one store received an
angry visit from a father whose teenage daughter had received such a brochure. The father did not

8 Manyika, n 7.

9 Government 2.0 Taskforce, Engage: Getting on with Government 2.0 (December 2009),
http://www.finance.gov.au/publications/gov20taskforcereport/index.html.

10 Australian Government, Government Response to the Report of the Government 2.0 Taskforce (May 2010),
http://www.finance.gov.au/publications/govresponse20report/index.html.
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want the store putting ideas into his daughter’s head. The store manager apologised. However, he
spoke to the father again a few weeks later. This time it was the father’s turn to apologise – his
daughter was, in fact, pregnant.11

Some people have expressed scepticism about this story. It may be true or not. However, to some
extent, its veracity is less important than the issues that it touches on. There are a number of promises
and fears that the new analytical paradigm offers. Knowing more about your customers than they
know about themselves is a dream for many businesses. Although the customers themselves may feel
less keen. Big Data raises fears around ownership, privacy and fairness:
• Who owns the data about me? Do I have any rights over my own data? How are ownership rights

transferred between entities?
• What right to privacy do I expect and can I ensure that I get? When does “insight” become

“invasion”?
• Previously, it has been hard to deny services to individuals based on their characteristics or

differentially price them in some way – eg medical insurance. Analytical advances will allow far
greater personalisation of services and pricing. Will we perceive this as fair?

Of course, not all data challenges are about such sensitive topics but many organisations will want
to tread carefully. If the use of data analytics is perceived as invasive, then it could generate a backlash
against companies or governments. Nevertheless, the benefits are probably too tempting for data
owners to ignore.

BIG DATA VS SMALL DATA

Going back to the 3Vs model mentioned earlier, it should be noted that some large datasets (if they are
simple, structured and static) may not require Big Data approaches. And conversely, some relatively
small data sets might require Big Data approaches if they are unstructured, dynamic and diverse.

Neither should the current hype around Big Data mean that we forget about small data. The data
that sits in our well-regulated operational systems is still crucial to most business operations. In many
organisations it is still not always managed effectively and there remains plenty of opportunity for
performance improvement created by fixing the data basics before you need to hire a raft of statistics
PhDs.

THE ROLE OF THE DATA LIBRARIAN

What does Big Data mean for information managers? There are two sides to this question. The first
acknowledges that the management of data can involve the skills of information managers. “Data
librarian” is now a job title. At the moment, such roles are concentrated in universities or research
establishments – although they may become commonplace in the future.

The Australian National Data Service (ANDS) outlines the role of information specialists and data
librarians as covering:
• Data management:

– data management planning;
– issues such as copyright, intellectual property, licensing of data, embargoes, ethics and

re-use, privacy;
– storing and managing data during the research project (curation);
– depositing data in archives at the end of the project, determining retention and disposal;
– open access and publishing of data;
– research organisation policies affecting data.

• Metadata management:
– creating and maintaining metadata;
– developing and applying metadata standards.

11 Duhigg C, “How Companies Learn Your Secrets”, The New York Times (16 February 2012),
http://www.nytimes.com/2012/02/19/magazine/shopping-habits.html?_r=0.
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• Using data (data as a resource):
– finding or obtaining data for re-use;
– citing data;
– data analysis tools and support services;
– data literacy (an extension of information literacy to include the ability to “access, assess,

manipulate, summarize and present data”.12

Some commentary on the role of the data librarian highlights the embedded nature of the role.
The work of the data librarian is part of the research process rather than something that occurs after
the research is published. Data management has to begin with agreed standards and protocols before
the data is collected. It cannot be grafted on at the end. The role also has a linking and broking
function. The power of these new data management techniques lies in our ability to link together data
sets to generate new insights. Therefore data that sits in silos is less valuable than data that can be
connected together. Metadata standards (such as the Darwin Core for biodiversity informatics) become
critical here as does the formats in which data is published. Data tables in PDFs are simply not as
usable as properly structured XML. The ANDS definition also mentions intellectual property issues.
Alternative licensing regimes such as Creative Commons are seen by many as critical to the effective
reuse of data; however, they remain relatively untested in the courts.

We have centuries of experience with the management of books and periodicals. We have
considerably less experience with the management of large volumes of machine-readable data so the
data librarian is very much a role under construction by practitioners.

ANALYSING INFORMATION

Secondly, the impact of Big Data can be seen in the analytical tools that can now be applied to the
textual information on which information professionals have traditionally focused. Search engines are
one such tool (and it is instructive that many of the technologies associated with Big Data have their
origins at Google). Semantic analysis tools are improving in quality and dropping in price. These
include tools such as entity extraction (identifying that Online Currents refers to a Thomson Reuters
journal) and sentiment analysis (identifying whether I am saying good or bad things about you).

These tools offer new opportunities for information managers. Records management has
traditionally been concerned with mitigating the risk of information loss (or inappropriate information
retention). It typically has not been concerned with identifying business insights that might directly
improve revenues or service quality. However, if we now have tools to mine our records archives and
identify past trends, then these records become a source of competitive advantage rather than a
burden.

How ready are information managers for this world? A recent survey by AIIM – appositely called
“extracting value from your digital landfill” – gathered the following results:13

• 61% would find it “very useful” to link structured and unstructured datasets. Currently, unified
data access across content repositories is a struggle for most respondents;

• 7% of the respondents have already invested in Big Data or big content analytics tools, and this is
set to double in the next 12 months. Most respondents (48%) are looking at a two to three-year
timeframe;

• The terms “content analytics”, “unified data access”, “semantic analysis” and “sentiment analysis”
are generally understood by around half of the survey respondents. Specific Big Data technologies
like Hadoop, NoSQL and Map Reduce are unfamiliar for three quarters of those responding;

• Many organisations (26%) are still struggling to organise their content. Many (30%) have poor
reporting and business intelligence capabilities. Both of these factors will affect priorities and the
ability to roll out Big Data projects.

12 Australian National Data Service, “Information Specialists and Data Librarians” (2012),
http://www.ands.org.au/guides/dmframework/dmskills-information.html.

13 Miles D, Big Data: Extracting Value from your Digital Landfills (AIIM, 2012) pp 3, 4,
http://www.aiim.org/pdfdocuments/IW_Big-Data_2012.pdf.
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The overall picture is exactly what would be expected from an emerging technology area –
capabilities lag interest to a significant extent. A lack of knowledge around terms like NoSQL is not
fatal for information professionals – providing you are working with someone who does understand
the details – however poor the infrastructure for content and business intelligence. I suspect that some
executives will think that Big Data technologies will allow them to magically move beyond lousy
infrastructure and governance processes (historically, search engines and data warehouses have played
the magician’s role, to mixed effect). The reality may be somewhat different.

TAKEAWAYS FOR INFORMATION MANAGERS

Unlike some of the statistical techniques that data scientists use, the following suggestions are not
exactly rocket science:

1. Politely ask people what they really mean when they drop “Big Data” into a conversation –
especially vendors, consultants and senior decision-makers who lack a background in information
management or technology. Make a vague term as meaningful as you can and do not assume that
you share a common frame of reference with your conversationalist.

2. Develop your relationships with data analysts and see what you can learn from each other. You
will find that you have complementary skills.

3. Map relationships between structured and unstructured information – eg “How does your
Enterprise Content Management (ECM) taxonomy model customers in the same way as your
Customer Relationship Management (CRM) system?”

4. View your content as an asset to be maintained and utilised rather than a cost to be minimised.
What can be done to increase the value of that asset to your organisation and its stakeholders?

5. Build organisational analytical capabilities. This is as much about skills and culture as it is
software. Individuals will need a range of skills from advanced statistical analysis to persuasion
and visual design. Culturally, the benefits of an analytical approach are realised when decisions
and outcomes are measured and those decision-makers are held accountable. If you do not know
how good your decisions are, how will you improve?

6. Begin with small projects that will yield immediate business value to your stakeholders. Big Data
does not necessarily mean big money. The converse of this is to begin to develop a roadmap for
the development of appropriate infrastructure to support these projects in a cost-effective manner.

A cynical view is that the Big Data bandwagon will roll along for a while yet (at least another six
months) and we should ensure that we do not end up under its wheels. A more optimistic view is that
there are genuine opportunities in these techniques to change how our businesses and governments
operate. Certainly, the volume, velocity and variety of data are only set to increase. We as information
professionals should be playing a role in this new world.
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