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It’s strange, but start talking to hard-bitten, seasoned executives about information in the 
enterprise and they automatically switch off their critical faculties. They’ll believe anything. 
Really. Like, information and how it is used in your organisation can be understood by a piece of 
software, out of the box. Like, you don’t need to actually understand your information 
environment in order to manage it. Like, the best people to ask about making your information 
generally accessible, are narrow subject matter specialists. Like, you can fix your information 
environment once, and it’ll stay fixed forever without paying any more attention to it. In this 
article we explore three fairy tales about taxonomies that executives seem particularly prone to 
believing:

1. That you don’t need taxonomies if you get a good search engine
2. That taxonomies can look after themselves or can be delegated piecemeal to non-

taxonomists
3. That the best people to advise on taxonomy development are subject matter experts

1. Why implementing a search engine is rarely enough

The world that we have created for ourselves is a complex place. Most of us remain in blissful 
ignorance about this complexity. For example, one of us bought a banana from a supermarket 
this afternoon. This act did not require us to understand the art and science of banana 
cultivation, or the intricacies of retail supply chains, or managerial challenge of running a 
supermarket. I just went in, picked it up, paid for it and left. As a consumer, this level of 
engagement is fine for my purposes (i.e. the enjoyment of a tasty fruit snack). The food 
production and retailing industry have made it look deceptively easy from a consumer’s point of 
view, almost like magic. However it would be unwise for me to think that I could run my own 
banana retailing operation on this basis on this experience.

For many situations, the experience of information retrieval on the Internet has been made 
almost as simple as buying a banana. This phenomenon can be summarised in one word that 
began as a proper noun and then graduated to verb status: Google. I enter “flights from Sydney 
to Los Angeles” as a search term into Google and I get a list of providers of such flights, as if by 
magic. The simplicity and ease of this experience leads many decision makers inside 
organisations to question the need for taxonomies and information governance. The web does 
not appear to need such things so why should the organisation? All that’s needed is a good 
search engine, right?

There is some validity in this point of view. An effective enterprise search tool is a key enabler of 
good information management and accessibility - one that too few organisations do well. In 



some cases, poor search functionality is due to the technical limitations of the tool or poor 
integration, i.e. the tool only searches a limited number of repositories or file types or else it 
relies on federating the results from crude search tools embedded in existing systems. 

However, enterprise search engines are often poorly implemented. The IT department install the 
search application and then, well, that’s it. In contrast, Google has a dedicated team of 
specialists continually fine-tuning its search algorithms and ensuring a high quality user 
experience. Search should be viewed as an ongoing service to be refined and improved based 
on analytics and user feedback rather than a “hit’n run” IT implementation.

The refining of search algorithms is not  the only activity that most search engine consumers 
remain unaware of. Many commonly-used internet sites spend a lot of time and effort on Search 
Engine Optimisation (SEO). SEO may simply mean ensuring that the correct metadata and 
keywords are applied to the relevant web pages - or it may mean trying to fool Google with 
misleading metadata and spambot-generated links from the comment boxes of blogs. SEO is a 
multi-million dollar industry and yet the casual user is largely unaware of it. However, few 
organisations budget for SEO-type work for their internal sites in enterprise search 
implementations. Hence it should not be surprising that the enterprise search experience is 
often so much poorer than that of the internet.

The quality and relevance of search results from Google also depends on the vast scale it 
operates on. The activity of millions of people linking to billions of pages means that the top of 
the results list is guaranteed to contain highly popular pages associated with your search terms. 
This kind of linking activity does not take place within the enterprise, and so it cannot be 
leveraged to enhance search results.

Finally, we must remember that enterprise taxonomies are about more than just findability. A 
taxonomy provides a map (or an inventory) of an organisation’s past and present information 
resources, and if maintained will incorporate future needs and resources as well. Without some 
form of taxonomy, you cannot manage your information well. Search engine results are like 
looking through a keyhole at your content whereas a good taxonomy is more akin to viewing it 
from a helicopter.

The taxonomy work that improves the usability of the internet is hidden from the casual viewer. 
This doesn’t mean it doesn’t exist. In fact, Google uses taxonomy work extensively to make its 
searches work: for example, it knows how to recognise products and services and aggregate 
similar items together. Only taxonomies can do this. Like Dorothy and her friends in the Wizard 
of Oz, we are instructed not to look at the man behind the green curtain. However if decision 
makers continue to assume that search engine performance is purely the result of technological 
“magic” rather than persistence and hard work then the findability and management of 
information inside organisations will remain poor, even with a search engine in place.

2. Taxonomies need ongoing and overarching management



Neither the world nor our knowledge of it are static. Organisations develop new products and 
services, explore new markets and constituencies, and face new challenges. Scientific research 
opens up new ways of describing the world and may discredit existing ones. This dynamic 
environment means that we cannot just set up our taxonomy systems and expect them to 
remain relevant and useful. Our taxonomies must be as dynamic as the users they serve and 
the things that they describe.

Who will keep our taxonomies fresh and useful? In many organisations, it seems that this work 
has been given to the “taxonomy fairy”. Like the tooth fairy, the taxonomy fairy comes in at night 
and sorts everything out. Now the tooth fairy does not exist (apologies if we’ve ruined that myth 
for any of our readers) but it has loving parents to cover for it. The taxonomy fairy also does not 
exist but it is rarely covered for. Unless someone is assigned the responsibility and authority to 
manage a taxonomy (and has the skills and resources to do so) then the value of that taxonomy 
will degrade over time.

Some organisations decide to devolve the taxonomy management process to the groups that 
produce specific domains of content. This devolution has some serious risks attached to it:

● The groups may not have the skills or time to do this activity properly;
● They will manage their content for their own convenience. This means that other users 

of this content may be unable to access or understand it;
● Different groups may create conflicting or duplicate terms that cause confusion 

throughout the organisation;
● New and emerging areas of organisational focus may be left out of the taxonomy 

because no one is looking for them;
● The overall structure of the taxonomy (the helicopter view) cannot be maintained 

because nobody is looking after it - your taxonomy will degrade into a series of ill-fitting 
jigsaw puzzle pieces.

Content creators and users should certainly be involved in the taxonomy maintenance process 
but someone needs to take a broader view, and be equipped professionally to do this. This may 
also mean having the credibility and authority to say “no” to requests to customise areas of the 
taxonomy to special needs - if those requests are incompatible with the structure, purpose and 
usability of the taxonomy as a whole. This means that it’s not simply about having somebody in 
charge, it’s also about having well documented principles and guidelines for how your taxonomy 
should be administered.

3. Experts are not enough

It’s almost an article of faith in taxonomy development that you have to consult subject matter 
experts in the development of the taxonomy. This is an inheritance from library science, where 
the development of classification schemes covered the universe of published content, and you 
needed advice on each specialised domain to claim authority for the structure of the relevant 
subjects.



The world of enterprise taxonomies is quite different however. Typically when you are building a 
taxonomy for the enterprise, you are trying to bridge functional and specialist silos, not to 
reinforce them. You are looking for a structure that can supply commonalities across specialties 
for the general user to access broader pools of content. In these kinds of situation, subject 
matter experts are the worst possible way to go, because they will pull your taxonomy back into 
forms and vocabularies that suit them - with overly technical language and classification 
structures optimised for the experts, not the general user.

There’s a second problem with subject matter experts, which is that they are human. Humans 
are typically unaware of their information habits, but they are very eager (especially if they are 
considered experts) to express opinions about how information should be structured. These 
opinions are rarely evidence-based, and frequently diverge from actual practice. 

Opinions are the worst possible contribution to the taxonomy development process, and no 
more so than from subject matter experts. Their status gives them a pseudo-authority (they 
know their subjects, but they don’t know taxonomy development for non-specialists); and their 
roles as experts disposes them to disagree with each other. One way to define an expert is 
someone who can disagree successfully with another expert. 

Rely on subject matter experts for enterprise taxonomy development, and you will end up 
chasing your tail until they get tired and leave you alone. Then and only then, can you get some 
real work done, assuming your sponsor hasn’t abandoned you for lack of progress.

By far a better route is to rely on an empirical, evidence-based process. This starts with content 
warrant: ie examining the existing collections of information content, folder and site structures, 
all of which provide evidence of the working vocabularies and classification structures in use. 
However poorly this may be organised, it provides evidence of how people currently describe 
and organise their information resources, which will be at least partly optimised to patterns of 
use and current needs.

The second piece of evidence comes from usage warrant, which means deriving typical 
information search and information usage scenarios from a representative selection of staff. 
These scenarios describe typical work tasks that the taxonomy must support, and they will be 
used to test the effectiveness of the taxonomy as it is being developed.

The final empirical piece comes from a testing plan, using a whole range of possible tests to 
show whether or not the enterprise taxonomy is fulfilling its intended purpose. Typical types of 
test include:

● Open card sorting - asking sample users to sort and categorise topics from the content 
warrant - intended to discover common patterns in how users organise and describe 
content

● Closed card sorting - asking sample users to sort topics into a proposed taxonomy 
structure - intended to test usability, ambiguity, predictability



● Scenario-based testing - asking sample users to fulfil search or browse scenarios from 
typical work tasks - intended to test the effectiveness of the taxonomy in supporting 
those tasks (in time, clicks, confidence levels, consistency, task completion).

The objective of the test plan is to be able to produce quantitative as well as qualitative 
evidence that the taxonomy is fit for its intended purpose - for example that information can be 
found faster, that the categorisation structures match common ways of thinking about content, 
that when people tag to the taxonomy they are doing so in consistent ways. 

What then is the role of the subject matter expert? They do have a role, but a very focused one: 
to check the accuracy of any technical vocabulary that is being used in the taxonomy, and for 
completeness. It should be very clear in consulting them that you are not asking for their 
opinions on the taxonomy as a whole. And if they have feedback or suggestions on other 
aspects of the taxonomy, this should be subjected to the same testing regime as the initial draft 
taxonomy, to find out whether their advice works in practice.

Returning to common sense

Executives’ belief in magic can be very disconcerting when we encounter it. There’s no point 
being dumbfounded by it, however, or promising our own black box solutions. We need to be 
prepared with hard, factual responses that repeatedly stress an empirical, common-sense 
approach. They may not get it initially, but if we keep reciting the same mantra, it may eventually 
sink in. 

Information organisation and improved findability is not magic. It’s empirical. Human beings do 
not automatically develop common ground on how to organise information enterprise-wide. 
They need governance. Generically developed search software cannot by itself achieve an 
understanding of your organisation’s information environment. It needs human beings to teach it 
and optimise it. Human beings who do understand your organisation’s information environment. 
Get these three things right, and a lot of the pain in taxonomy development will go away.
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